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Abstract

We investigate the sample complexity of networks with bounds on the magnitude
of its weights. In particular, we consider the class

N={WiopoW;_10p...opoWy:Wi,...,Wi_1 € Mgxq, Wy € M q}

where the spectral norm of each W is bounded by O(1), the Frobenius norm

is bounded by R, and p is the sigmoid function 1i; or the smoothened ReLU

function In (1 4 ). We show that for any depth ¢, if the inputs are in [—1, 1],

the sample complexity of A/ is 0] (g) . This bound is optimal up to log-factors,

and substantially improves over the previous state of the art of o} (dilfz ), that was
established in a recent line of work [9, 4,7, 5, 2, 8].

We furthermore show that this bound remains valid if instead of considering the
magnitude of the W;’s, we consider the magnitude of W; — W, where W are
some reference matrices, with spectral norm of O(1). By taking the W to be the
matrices at the onset of the training process, we get sample complexity bounds that
are sub-linear in the number of parameters, in many typical regimes of parameters.
To establish our results we develop a new technique to analyze the sample complex-
ity of families H of predictors. We start by defining a new notion of a randomized
approximate description of functions f : X — R<. We then show that if there is a
way to approximately describe functions in a class # using d bits, then 6% examples
suffices to guarantee uniform convergence. Namely, that the empirical loss of all
the functions in the class is e-close to the true loss. Finally, we develop a set of
tools for calculating the approximate description length of classes of functions
that can be presented as a composition of linear function classes and non-linear
functions.

1 Introduction

We analyze the sample complexity of networks with bounds on the magnitude of their weights. Let
us consider a prototypical case, where the input space is X = [—1, 1]9, the output space is R, the
number of layers is ¢, all hidden layers has d neurons, and the activation function is p : R — R. The
class of functions computed by such an architecture is

N ={WiopoWi_10p...opoWy : Wi,... ,Wi_1 € Mgsa, Wt € My 4}

As the class N is defined by (t — 1)d? + d = O(d?) parameters, classical results (e.g. [1]) tell
us that order of d? examples are sufficient and necessary in order to learn a function from A/ (in a
standard worst case analysis). However, modern networks often succeed to learn with substantially
less examples. One way to provide alternative results, and a potential explanation to the phenomena,
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is to take into account the magnitude of the weights. This approach was a success story in the days
of SVM [3] and Boosting [10], provided a nice explanation to generalization with sub-linear (in the
number of parameters) number of examples, and was even the deriving force behind algorithmic
progress. It seems just natural to adopt this approach in the context of modern networks. For instance,
it is natural to consider the class

Ngp={WiopoWi_10p...0po Wy : Vi |[Wi|lr <R,|[W;]| <O(1)}

where || W|| = max| =1 [|[Wx]| is the spectral norm and ||W||r = W/Z?jﬂ W7 is the Frobenius

norm. This class has been analyzed in several recent works [9, 4, 7, 5, 2, §8]. Best known results

d? R?
62

show a sample complexity of 0 ( ) (for the sake of simplicity, in the introduction, we ignore the

dependence on the depth in the big-O notation). In this paper we prove, for various activations, a

stronger bound of O (g), which is optimal, up to log factors, for constant depth networks.

How good is this bound? Does it finally provide sub-linear bound in typical regimes of the parameters?
To answer this question, we need to ask how large R is. While this question of course don’t have a
definite answer, empirical studies (e.g. [12]) show that it is usually the case that the norm (spectral,
Frobenius, and others) of the weight matrices is at the same order of magnitude as the norm of the
matrix in the onset of the training process. In most standard training methods, the initial matrices
are random matrices with independent (or almost independent) entries, with mean zero and variance

of order é. The Frobenius norm of such a matrix is of order v/d. Hence, the magnitude of R is of

order v/d. Going back to our O (d£2
unfortunately still linear in the number of parameters.

) bound, we get a sample complexity of o} (‘z—z) , which is

Since our bound is almost optimal, we can ask whether this is the end of the story? Should we
abandon the aforementioned approach to network sample complexity? A more refined examination of
the training process suggests another hope for this approach. Indeed, the training process doesn’t start
from the zero matrix, but rather form a random initialization matrix. Thus, it stands to reason that
instead of considering the magnitude of the weight matrices W;, we should consider the magnitude
of W; — WZ.O, where I/ViO is the initial weight matrix. Indeed, empirical studies [6] show that the
Frobenius norm of W; — W} is often order of magnitude smaller than the Frobenius norm of W.
Following this perspective, it is natural to consider the class

NR(WP,...,WtO) = {Wtopth,IOp...opowl : ||WZ-—WioH SO(I),||W¢—WZQ||F SR}

For some fixed matrices, W7, ..., W} of spectral norm! O(1). It is natural to expect that considering
balls around the initial W?’s instead of zero, shouldn’t change the sample complexity of the class
at hand. In other words, we can expect that the sample complexity of Nzr(W?, ..., W) should be

approximately the sample complexity of N'z. Namely, we expect a sample complexity of o} (%’2) .
Such a bound would finally be sub-linear, as in practice, it is often the case that R? <« d.

This approach was pioneered by [4] who considered the class

NI W2, W) = {Wiop...opo Wy : |[W; — W2 <OQ), ||W; — W21 < R}

where [|[W]|2,1 = Z?Zl 2?21 ij For this class they proved a sample complexity bound of
0 (‘%2). Since, ||W |21 < V/d|W||, this implies a sample complexity bound of O (dilf) on
Nr(W?P, ..., W?), which is still not sublinear?. In this paper we finally prove a sub-linear sample
complexity bound of O (%2) on Np(WP, ..., WP).

To prove our results, we develop a new technique for bounding the sample complexity of function
classes. Roughly speaking, we define a notion of approximate description of a function, and count

'The bound of O(1) on the spectral norm of the W ’s and W; — W is again motivated by the practice of
neural networks — the spectral norm of WL-O , with standard initializations, is O(1), and empirical studies [6, 12]
show that the spectral norm of W; — W is usually very small.

2We note that ||[W||2.1 = ©(v/d) even if W is a random matrix with variance that is calibrated so that
[W||» = ©(1) (namely, each entry has variance ).



how many bits are required in order to give an approximate description for the functions in the class
under study. We then show that this number, called the approximate description length (ADL), gives
an upper bound on the sample complexity. The advantage of our method over existing techniques is
that it behaves nicely with compositions. That is, once we know the approximate description length
of a class H of functions from X to R%, we can also bound the ADL of poH,aswell as Lo H,
where L is a class of linear functions. This allows us to utilize the compositional structure of neural
networks.

2 Preliminaries

Notation We denote by med(x1, ..., x) the median of x4, ..., x € R. For vectors x',.. . ,xFe
R? we denote med(x?, ..., x*) = (med(z1,...,2%}),..., med(z},... 2%)). We use log to denote
log,, and In to denote log, An expression of the form f(n) < g(n) means that there is a universal
constant ¢ > 0 for which f(n) < cg(n). For a finite set Aand f : A - Rwelet Ezcn f =
Evea f(a) = rip Ygea f(a). We denote Bf, = {x € R? : ||x|| < M} and B = B{. Likewise,
we denote S9! = {x € R? : ||x| = 1} We denote the Frobenius norm of a matrix W by
W% = > i W7, while the spectral norm is denoted by ||W|| = maxjx—1 ||Wx]|. For a pair of
vectors X,y € R? we denote by xy € R? their point-wise product xy = (2191, - - ., Tq¥a)

Uniform Convergence and Covering Numbers Fix an instance space &, a label space ) and a
loss £ : RY x ) — [0,00). We say that £ is Lipschitz / Bounded / etc. if for any y € Y, £(-,v)
is. Fix a class H from X to R%. For a distribution D and a sample S € (X x J)™ we define the
representativeness of S as

1 m
1epp (S, H) = sup bp(h) —Ls(h) for bp(h) = B £(h(x)y) and s(h) = > U(h(w:).p:)
’ i=1

We note that if rep (S, H) < e then any algorithm that is guaranteed to return a function heH
will enjoy a generalization bound ¢p(h) < £g(h) + €. In particular, the ERM algorithm will return a
function whose loss is optimal, up to an additive factor of e. We will focus on bounds on repp, (S, H)
when S ~ D™. To this end, we will rely on the connection between representativeness and the
covering numbers of H.

Definition 2.1. Fix a class H of functions from X to R%, an integer m, e > 0and 1 < p < co. We
define N,,(H,m, €) as the minimal integer for which the following holds. For every A C X of size

< m there exists H C (Rd)X such that ‘7—2‘ < N,(H,m,€) and for any h € H there is h € H with

(]EIGA Hh(x) - ﬁ(m)Hp

1
) " < e Forp =2, wedenote N(H,m,e) = No(H,m,e)
We conclude with a lemma, which will be useful in this paper. The proof can be found in the
supplementary material.

Lemma 2.2. Let ¢ : R? x Y — R be L-Lipschitz w.rt. || - ||« and B-bounded. Assume that for any
0<e<1log(N(H,m,e)) < 5. Then Egpn repp(S,H) < w log(m). Furthermore,

m

with probability at least 1 — §, repp (S, H) < % log(m) + B 21“53/5)

A Basic Inequality

Lemma 2.3. Let X,,...,X,, be independent r.v. with that that are o-estimators to j. Then
Pr(lmed(Xy,...,X,) — u| > ko) < (2)

3 Simplified Approximate Description Length

To give a soft introduction to our techniques, we first consider a simplified version of it. We next
define the approximate description length of a class H of functions from X to R¢, which quantifies
the number of bits it takes to approximately describe a function from #H. We will use the following
notion of approximation



Definition 3.1. A random vector X € R? is a o-estimator to x € R? if
EX =xandVu € $* !, VAR((u, X)) = E (u, X — x)° < ¢°
A random function f : X = R is a o-estimator to f : X — R if for any v € X, f(a:) isa

o-estimator to f(x).

A (o,n)-compressor C for a class H takes as input a function h € H, and outputs a (random) function
Ch such that (i) Ch is a o-estimator of h and (ii) it takes n bits to describe Ch. Formally,
Definition 3.2. A (o, n)-compressor for H is a triplet (C, ), ) where y is a probability measure on

Q, and C is a function C : Q@ X H — (Rd)X such that
1. Foranyh € Hand x € X, (C,h)(z), w ~ p is a o-estimator of h(x).

2. There are functions E : Q x H — {£1}" and D : {£1}" — (Rd)Xfor whichC=Do E
Definition 3.3. We say that a class H of functions from X to R? has approximate description length
n if there exists a (1,n)-compressor for H

It is not hard to see that if (C, {2, p1) is a (o, n)-compressor for #, then

k
(Cony o ) () 1= M

isa (%, k:n) -compressor for H. Hence, if the approximate description length of H is n, then for

any 1 > € > 0 there exists an (e, n[e~2])-compressor for .

We next connect the approximate description length, to covering numbers and representativeness. We
separate it into two lemmas, one for d = 1 and one for general d, as for d = 1 we can prove a slightly
stronger bound.

Lemma 3.4. Fix a class H of functions from X to R with approximate description length n. Then,

log (N(H,m,€)) <n [e?|. Hence, if ¢ : R* x Y — R is L-Lipschitz and B-bounded, then for any

distribution D on X X Y, Eg.pm repp (S, H) < % log(m). Furthermore, with probability

at least 1 — §, repp (S, H) < % log(m) + B %

Lemma 3.5. Fix a class H of functions from X to R® with approximate description length n. Then,
log (Noo (H,m, €)) <log (N(H,m,¢)) <n {16672“ [log(dm)]

Hence, if { : R? x Y — R is L-Lipschitz w.rt. || - || oo and B-bounded, then for any distribution D

on X x Y, Egupm repp (S, H) < {L+B)/ log(dm) V\/%log(dm log(m). Furthermore, with probability at least
1-3, TEPD(S,H) S (L+B)\\/7/nmlog(dm) log(m) +B /21n1(j/5)

3.1 Linear Functions

We next bound the approximate description length of linear functions with bounded Frobenius norm.

Theorem 3.6. Let class Lq, q, v = {X € Bh — Wx : Wis dy x dy matrix with |W||p < M}
has approximate description length

n < H + QMZW 2 [log (2d1d2(M +1))]

Hence, if { : R% x ) — R is L-Lipschitz w.r.t. || - || oo and B-bounded, then for any distribution D
onX xY

(L + B)\/M2 log(dldgM) log(dgm)
\/’TT’L

repD(S7 [-:dhdz,M) 5 log(m)

E
S~Dm

Furthermore, with probability at least 1 — 9,

L+ B)+y/M?log(dydoM)log(d
oo (S, £ 0) & LT ENALEDBANIOAEN) ) 1

21n (2/6)
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We remark that the above bounds on the representativeness coincides with standard bounds ([11] for
instance), up to log factors. The advantage of these bound is that they remain valid for any output
dimension ds.

In order to prove theorem 3.6 we will use a randomized sketch of a matrix.
Definition 3.7. Let w € R? be a vector. A random sketch of w is a random vector W that is samples

as follows. Choose t w.p. p; = ﬁ + 21d Then, w.p. w? — LMJ let b = 1 and otherwise b = 0.

Finally, let w = (H’f J + b) e;. A random k-sketch of w is an average of k-independent random

sketches of w. A random sketch and a random k-sketch of a matrix is defined similarly, with the
standard matrix basis instead of the standard vector basis.

The following useful lemma shows that an sketch w is a /1 + 2||w]|2-estimator of w.

Lemma 3.8. Let W be a random sketch of w € R%. Then, (1) Ew = w and (2) for any u € S~ 1,
E ((u,w) — (u,w))* <E (u,%)” < § + 2| w]]?

Proof. (of theorem 3.6) We construct a compressor for Lg, 4, 1 as follows. Given W, we will
sample a k-sketch W of W for k = [ + 2M?], and will return the function x — Wx. We claim
that that W — W is a (1, 2k [log(2dydy (M + 1))])-compressor for L4, 4, - Indeed, to specify a

sketch of W we need ﬂog(dl d2)] bits to describe the chosen index, as well as log (2d1da M + 2)
bits to describe the value in that index. Hence, 2k [log(2d1d2(M + 1))] bits suffices to specify a

k-sketch. It remains to show that for x € B, Wx is a 1-estimator of Wx. Indeed, by lemma 3.8,
EW = W and therefore E Wx = Wx. Likewise, for u € S?~1. We have

E (<u,Wx> — (u, VVx))2 =E <<W,qu> — <VV, qu>)2 < ﬂ <1

3.2 Simplified Depth 2 Networks

To demonstrate our techniques, we consider the following class of functions. We let the domain X to
be B<. We fix an activation function p : R — R that is assumed to be a polynomial p(z) = Zf:o a; !
with >"_ |a,| = 1. Forany W € My 4 we define hy (x) = % Z?zl p({w;,x)) Finally, we
let H = {hw :Vi, [[w;]| <3} In order to build compressors for classes of networks, we will
utilize to compositional structure of the classes. Specifically, we have that 7—[ A o p o F where
F ={x— Wx:Wisdx dmatrix with ||w;|| < 1forall i} and A(x) = f ZZ 1 i

As Fisasubsetof £, ; /o, we know that there exists a (1, O (dlog(d)))-compressor for it. We will

use this compressor to build a compressor to p o F, and then to A o p o F. We will start with the
latter, linear case, which is simpler

Lemma 3.9. Let X be a o-estimator to x € RU. Let A € My, 4, be a matrix of spectral norm
< r. Then, AX is a (ro)-estimator to Ax. In particular, if C is a (1, n)-compressor to a class H of
functions from X to R%. Then

C/(Aoh)=AoCuh

is a (1,n)-compressorto A o H

We next consider the composition of F with the non-linear p. As opposed to composition with a linear
function, we cannot just generate a compression version using F’s compressor and then compose
with p. Indeed, if X is a o-estimator to X, it is not true in general that p(X) is an estimator of p(x).
For instance, consider the case that p(z) = 22, and X = (X1,..., Xy) is a vector of independent
standard Gaussians. X is a 1-estimator of 0 € R%. On the other hand, p(X) = (X?,..., X2) is not
an estimator of 0 = p(0). We will therefore take a different approach. Given f € F, we will sample
k independent estimators {C,,, f }Z ; from F’s compressor, and define the compressed version of

oohasCl . [= ZZ 0@ 115 =0 Cw, f. This construction is analyzed in the following lemma



Lemma 3.10. IfCisa (%, n) -compressor of a class H of functions from X to [—%, %] Y Then C' is

a (1,n)-compressor of po H
Combining theorem 3.6 and lemmas 3.9, 3.10 we have:
Theorem 3.11. H has approximation length < dlog(d). Hence, if ¢ : R x Y — R is L-Lipschitz
and B-bounded, then for any distribution D on X x Y
L + B)+/dlog(d
(L+B) Jdlogd),
vm

<
SNIEDm repp (S, H) <

Furthermore, with probability at least 1 — 9,

repp(8,H) 5 2 B)/am log(m) + By 222/%)

m

Lemma 3.10 is implied by the following useful lemma:
Lemma 3.12. 1. If X is a o-estimator of X then aX is a (|a|o)-estimator of a X

2. Suppose that forn = 1,2,3,... X,, is a o,-estimator of x,, € R, Assume furthermore
that Z;ozl xp and Y oo, 0y, converge to x € R and o € [0,00). Then, Y o | X, isa
o-estimator of X

3. Suppose that {X;}%_, are independent o;-estimators of x; € RY. Then Hle X;isa

o'-estimator of [T}, x: for " = [Ty (o2 + Ixll%, ) = Ty Iill%,

We note that the bounds in the above lemma are all tight.

4 Approximation Description Length

In this section we refine the definition of approximate description length that were given in section 3.
We start with the encoding of the compressed version of the functions. Instead of standard strings,
we will use what we call bracketed string. The reason for that often, in order to create a compressed
version of a function, we concatenate compressed versions of other functions. This results with
strings with a nested structure. For instance, consider the case that a function h is encoded by the
concatenation of hy and hs. Furthermore, assume that h; is encoded by the string 01, while hs is
encoded by the concatenation of hg, hy and hjy that are in turn encoded by the strings 101, 0101 and
1110. The encoding of h will then be [[01][[101][0101][1110]]]. We note that in section 3 we could
avoid this issue since the length of the strings and the recursive structure were fixed, and did not
depend on the function we try to compress. Formally, we define

Definition 4.1. A bracketed string is a rooted tree S, such that (i) the children of each edge are
ordered, (ii) there are no nodes with a singe child, and (iii) the leaves are labeled by {0,1}. The
length, len(S) of S is the number of its leaves.

Let S be a bracketed string. There is a linear order on its leaves that is defined as follows. Fix a pair
of leaves, v and v9, and let u be their LCA. Let u; (resp. us) be the child of w that lie on the path to
vy (resp. vg). We define v1 < vy if u; < ug and vy > vo otherwise (note that necessarily uy # us).
Let v1, ..., v, be the leaves of T, ordered according to the above order, and let by, ..., b, be the
corresponding bits. The string associated with T"is s = by ... b,. We denote by S,, the collection of
bracketed strings of length < n, and by & = U22 ; S, the collection of all bracketed strings.

n=1

The following lemma shows that in log-scale, the number of bracketed strings of length < n differ
from standard strings of length < n by only a constant factor

Lemma 4.2. |S,| < 327

We next revisit the definition of a compressor for a class H. The definition of compressor will now
have a third parameter, n, in addition to ¢ and n. We will make three changes in the definition.
The first, which is only for the sake of convenience, is that we will use bracketed strings rather than
standard strings. The second change, is that the length of the encoding string will be bounded only



in expectation. The final change is that the compressor can now output a seed. That is, given a
function A € H that we want to compress, the compressor can generate both a non-random seed
E,(h) € Sy, and a random encoding E(w, h) € S with E,,, len(E(w, h)) < n. Together, E;(h)

and F(w, h) encode a o-estimator. Namely, there is a function D : S,,, x S — (Rd)X such that
D(Es(h), E(w,h)), w ~ pis a o-estimator of h. The advantage of using seeds is that it will
allow us to generate many independent estimators, at a lower cost. In the case that n < ng, the
cost of generating k independent estimators of h € H is ns + kn bits (in expectation) instead of
k(ns + n) bits. Indeed, we can encode k estimators by a single seed E(h) and k independent
“regular" encodings F(wg, h), ..., E(wk, h). The formal definition is given next.

Definition 4.3. A (o, ns,n)-compressor for H is a 5-tuple C = (Es, E,D,Q, u) where p is a
probability measure on , and E,, E, D are functions E5 : H — T", E : Q x H — T, and
D:T" xT — (Rd)X such that for any h € H and x € X (1) D(Es(h), E(w,h)), w ~ pisa
o-estimator of h and (2) Ey,~,, len(E(w, h)) <n

We finally revisit the definition of approximate description length. We will add an additional
parameter, to accommodate the use of seeds. Likewise, the approximate description length will
now be a function of m — we will say that 7 has approximate description length (ns(m), n(m)) if
there is a (1, ns(m), n(m))-compressor for the restriction of H to any set A C X of size at most m.
Formally:

Definition 4.4. We say that a class H of functions from X to R? has approximate description length
(ns(m),n(m)) if for any set A C X of size < m there exists a (1,ns(m), n(m))-compressor for
Hla

It is not hard to see that if H has approximate description length (ns(m),n(m)), then for any
1>e>0andaset A C X of size < m, there exists an (€, ns(m), n(m)[e2])-compressor for H| 4.
We next connect the approximate description length, to covering numbers and representativeness.
The proofs are similar the the proofs of lemmas 3.4 and 3.5.

Lemma 4.5. Fix a class H of functions from X to R with approximate description length
(ns(m),n(m)). Then, log (N(H,m,€)) S ns(m) + "!2”) Hence, if  : RY x Y — R is L-Lipschitz
and B-bounded, then for any distribution D on X x Y

(LBl Ty,

<
SNEDm repp (S, H) <

Furthermore, with probability at least 1 — 9,
L+ B s
ot 5 PRI ), [T

Lemma 4.6. Fix a class H of functions from X to R® with approximate description length
(ns(m),n(m)). Then, log (N (H,m,€)) <log (Neo(H,m,€)) S ns(m) + M Hence, if
¢:R% x Y — Ris L-Lipschitz w.r.t. || - || oo and B-bounded, then for any distribution D on X x Y

(L+ B) \/ns(m) + n(m)log(dm)

<
SNIE'DM repD(Sv H) ~ \/TTL log(m)
Furthermore, with probability at least 1 — 9,
L+ B s log(d 21In (2
(S, 30) < L BWnlm) G logldm) | [710 (2]5)

vm m

We next analyze the behavior of the approximate description length under various operations
Lemma 4.7. Let H,, Ho be classes of functions from X to R? with approximate description length
of (nl(m),nt(m)) and (n2(m),n*(m)). Then Hi + Ha has approximate description length of
(ng(m) +nZ(m),2nt (m) + 2n*(m))

Lemma 4.8. Let H be a class of functions from X to R? with approximate description length
of (ns(m),n(m)). Let A be dy X di matrix. Then A o Hy has approximate description length

(ns (m), [IIA]%] n(m))



Figure 1: The functions In (1 + ¢*) and 1_?_;

Definition 4.9. Denote by L4, 4, r r the class of all dy x di matrices of spectral norm at most r and
Frobenius norm at most R.

Lemma 4.10. Let H be a class of functions from X to R% with approximate description length
(ns(m),n(m)). Assume furthermore that for any x € X and h € H we have that ||h(x)|| < B. Then,
L4, dy,r,r © H has approximate description length

(ns(m),n(m)O(r* + 1) + O ((d1 + B?)(R* + 1) log(Rd1d> + 1)))

Definition 4.11. A function f : R — R is B-strongly-bounded if for all n > 1, || f™||o < n!B™.
Likewise, f is strongly-bounded if it is B-strongly-bounded for some B

We note that

Lemma 4.12. If f is B-strongly-bounded then f is analytic and its Taylor coefficients around any
point are bounded by B™

The following lemma gives an example to a strongly bounded sigmoid function, as well as a strongly
bounded smoothened version of the ReLU (see figure 1).

Lemma 4.13. The functions In (1 + ) and lfr% are strongly-bounded

Lemma 4.14. Let H be a class of functions from X to R? with approximate description length of
(ns(m),n(m)). Let p : R — R be B-strongly-bounded. Then, p o H has approximate description
length of

(ns(m) + O (n(m)B?log(md)) , O (n(m)B*log(d)))

5 Sample Complexity of Neural Networks

Fix the instance space X’ to be the ball of radius v/d in R? (in particular [-1,1]¢ C X) and a B-
strongly-bounded activation p. Fix matrices W € My, 4 it =1,...,t. Consider the following
class of depth-t networks

NTVR(W{),...,WtO) = {Wt opoW,_qop...opoWy:|W; — Wi0|| <7 ||W; —Wi0||p < R}
We note that

i—17

NorWVP, o W) = N (W) o o N g (W)
The following lemma analyzes the cost, in terms of approximate description length, when moving
from a class H to N, p(W?) o H.

Lemma 5.1. Let H be a class of functions from X to R% with approximate description length
(ns(m),n(m)) and ||h(z)|| < M forany x € X and h € H. Fix W° € Mg, 4,. Then, N, r(W?) o
‘H has approximate description length of

(ns(m) + n'(m)B*log(mds), n' (m)B*log(ds))

for
n'(m) = n(m)O(r* + [|[W°||* + 1) + O ((dy + M?)(R® + 1) log(Rd1ds + 1))

The lemma is follows by combining lemmas 4.7, 4.8, 4.10 and 4.14. We note that in the case that
di,dy < d, M = O(/dy), B,r,|W°|| = O(1) (and hence R = O (\/E)) and R > 1 we get that
N; r(WY) o H has approximate description length of
(ns(m) 4+ O (n(m) log(md)) , O (n(m)log(d)) + O (d1R*log(d)))
By induction, the approximate description length of N, g(W7, ..., W) is
(dRQO (log(d))" log(md), dR*O (1og(d))t“)
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